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1. INTRODUCTION
It is well known that shared communication codes – mappings between labels and stimuli – allow actors to
communicate in complex task environments where simply pointing to the stimulus is infeasible (Lewis,
1969). Shared codes enable coordinated action when stimuli are difficult to make mutually visible – as in
the case of intangible stimuli (e.g., conveying a perception involving taste or assessment of quality), or if
there are physical barriers that prevent identification of stimuli through gesture (e.g., in online interaction)
(e.g., Karsenty, 2009). This sort of correspondence is just as necessary when communication occurs
between humans and Artificial Intelligence (AI) agents such as chatbots, digital assistants, and robots
(Branigan et al., 2010). A shared code allows the artificial agent to take actions that are consistent with
what is expected by the human given the state of the shared task environment (and vice versa). For instance,
in a conversation about travel, an artificial agent must be able to associate the correct emotional valence to
the word “psyched” and the correct construct to the word “book”. The development of shared
communication codes (henceforth “codes”) should therefore play a central role in understanding humanmachine communication (Guzman & Lewis, 2020; Spence, 2019).
It would seem intuitive that codes, to be useful must be unambiguous - must uniquely associate
labels to stimuli to avoid any confusion. This assumption is formalized by some theorists (e.g., Cremer et
al., 2007), while others identify rules of communication and learning that will minimize ambiguity in codes
(Spike et al., 2017, Steels, 2003, 2015). In this report, we show using computational models that while
codes with minimal ambiguity help avoid communication failures, a moderate level of ambiguity can be
functional in catalyzing the development of shared codes (i.e. code convergence) between agents that start
out with different codes. We use the term “catalyze” intentionally, as we find not only that ambiguity
enables rapid code convergence, but also that it remains as a property of the shared codes. We dub this
conjecture to emerge from our theoretical analysis as the “adaptive ambiguity” hypothesis.
The promise of artificial intelligence capable of learning (Samuel, 1959) for the field of
communication is that it might learn to communicate effectively with different humans. However there is
still significant variation in the ability to deliver on this promise. Improving personalization by learning to

mirror (e.g., Go & Sundar, 2019) or mimic the language style of their human interlocutors (Shumanov &
Johnson, 2020) appear to be useful in triggering motivational and affective responses from humans that aid
communication. So is the manner in which humans issue commands (Sears et al., 2003), as well as the
intrinsic motivation of the humans for interaction in general and the relevant task environment in particular
(e.g., Fryer et al., 2019). As a complement to these studies of how humans react to communication with
artificial agents, we show that endowing artificial agents with ambiguous codes can help them learn to
communicate more rapidly with humans.
A broader implication of our analysis is that rather than a “bug” in human communication codes,
ambiguity may be a “feature” that allows communicators to rapidly bridge differences in codes through
learning, possibly at the expense of efficient communication within groups. The adaptive ambiguity
hypothesis thus offers a potential explanation for why human communicators do not seem to communicate
or learn in ways that eliminate ambiguities (Macy et al., 1953; Kocak & Warglien, 2020).
2. BACKGROUND: PROPERTIES OF COMMUNICATION CODES
A code is a mapping between labels (that communicators can send each other) and the stimuli they
encounter in their environment (via a layer of concepts). We follow prior literature in conceptualizing an
individual actor’s code as a two-dimensional matrix of associations (that lie in [0,1]) between stimuli and
arbitrary labels (Figure 1). Labels need not be single words but could refer to descriptions or images. Stimuli
need not be tangible (e.g., perceptions or judgements). Compound stimuli can be conveyed by decomposing
a complex stimulus into individual stimuli, which can then be communicated via respective labels. The
pattern of associations between labels and stimuli within codes are private and not typically mutually visible
between communicators.
[Insert Figure 1 about here]
Communication codes have a large component of arbitrariness, meaning that they vary as a form
of convention across different groups of people. Communication breakdowns arising from discrepancy
between the codes used by transmitter and receiver (which Hockett (1952) referred to as “semantic noise”)
are common, especially at group boundaries. For instance, Snook (2002) describes a military aviation
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accident as a result of differences in the codes used by the Army and the Air Force. In the context of civil
aviation, Jones (2003) identifies 49 instances in which the Federal Aviation Agency and the International
Civil Aviation Organization (unintentionally) advocate the use of different words for the same meaning.
Codes also vary in their ambiguity (or fuzziness). A crisp or non-ambiguous code associates a
unique label with a unique stimulus. A code can be fuzzy or ambiguous in having synonyms (i.e., multiple
labels associated with the same stimuli), homonyms (multiple stimuli associated with the same label), or
both. These lead to ambiguity in the coding and decoding process, giving rise to what Macy et al. (1953)
termed “coding noise.” Communication gaps can arise even in the absence of semantic differences if the
Sender’s or Receiver’s communication codes are ambiguous. In particular, homonyms can cause a
communication breakdown, while synonyms result in inefficiency in the sense of users having to learn
codes with redundant labels. For instance, in the context of aviation, Estival and Molesworth (2011) show
that ambiguity in the meaning of a word like “confirm” can lead to misunderstanding unless pilots and air
traffic controllers are trained to only use standard aviation English.
In sum, semantic differences and ambiguity are each individually sufficient to create a
communication breakdown, as illustrated in Figure 1. Semantic difference (between Sender S and the
receiver on the right R2, who differ in whether they use the word “wood” for a cluster of trees) creates a
definite failure in communication. Ambiguity (S and R1, the receiver on the left, both use “wood” for both
a cluster of trees and an ingredient to carpentry) leads to communication failures with some probability, not
definitely (the Sender and Receiver may also sometimes converge to the same stimulus).
Yet, ambiguity can compensate for semantic differences. To preview our findings: actors (AI or
human agents) whose codes are different but ambiguous converge faster to a shared code relative to actors
who start out with different and crisp codes. This is because actors with ambiguous codes are more likely
to explore alternative labels and stimuli to send and infer after failed communication, while those with crisp
codes stick to unmatched associations for a longer period. Moreover, although actors with ambiguous initial
codes converge faster than those with crisp priors, their converged codes are also ambiguous, much as
naturally occurring codes among humans are found to be (e.g., Furnas et al., 1987). Thus, ambiguity begets
2

ambiguity, despite aiding convergence (which can then be exploited in future convergence processes). Since
this result, which we term the “adaptive ambiguity hypothesis” holds for any pair of communicating actors
that learn from feedback through reinforcement, it also implies that ambiguity may be a useful design
feature for human-machine communication.
3. A MODEL OF CODE CONVERGENCE AMONG LEARNING AGENTS
Overcoming communication gaps requires revising one’s codes as a consequence of past success or failure
at communicating. To formalize the dynamics of this process, we use a computational model of learning in
a 2-agent Lewis signalling game (Lewis 1969 – also see Argiento et al., 2009; Hofbauer & Huttegger 2008;
Huttegger et al., 2014; Skyrms 1996; Skyrms 2010; Koçak and Puranam, 2021; and Spike et al., 2017 for
a review). We describe our model in three parts: communication codes, initial ambiguity, and learning from
communication experience.
3.1. Communication codes
Similar to prior models, we consider two agents subscripted 𝑘 ∈ {1, 2} in a task environment E. In the
baseline analysis, the agents are treated as fully symmetric, even though one represents a human agent and
another an artificial agent. In an extensive robustness analysis, we show that our core finding is not
qualitatively altered even if we assume some plausible forms of asymmetry between a human and an
artificial learner. E consists of m possible stimuli {𝑆1 , 𝑆2 ,…, 𝑆𝑚 }, each likely to arise with probability 1/m
in any period (t). Each stimulus indicates an object, concept, or perception that the agents observe in E and
that the agents must communicate about, and there are n labels {𝐿1 , 𝐿2 ,…, 𝐿𝑛 } that can be used to indicate
stimuli. Thus, a code can be represented as 𝑛 × 𝑚 matrix (𝐶𝑘𝑡 ) where 𝐶𝑘𝑡 [𝑖, 𝑗] represents the strength of
association between label 𝐿𝑖 and stimulus 𝑆𝑗 for agent k at period t. We assume 𝑛 = 𝑚 to make fully crisp
codes possible (as 𝑛 < 𝑚 would cause homonymy and 𝑛 > 𝑚 would cause synonymy). The association
strength, a weighted average of past payoffs, will lie between 0 (the payoff for communication failure) and
1 (the payoff for communication success).
3.2. Initial code ambiguity
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In our model, initially (at 𝑡 = 0), each agent starts with a code (𝐶𝑘0 ) that is randomly determined. To be
specific, for each agent, we randomly choose a unique label for each stimulus and assign 1 as the strength
of that association. For every other association, we randomly draw its strength from a uniform distribution
(0,𝛿) where 0 ≤ 𝛿 ≤ 1. Put simply, for each agent, we first construct one to one correspondence between
stimuli and labels, assign the highest possible strength for those associations, and give a smaller number
for other associations. Here, 𝛿 captures the degree of initial code ambiguity. When 𝛿 is zero (Figure 2a),
the code is not ambiguous at all (i.e., fully crisp) in the sense that, for a given label (or stimulus), the gap
between the association with the highest strength (1) and that with the 2nd highest strength (0) is maximal
(i.e., 1). As 𝛿 increases, the gap will decrease, and the code will become ambiguous (Figure 2b). While 𝛿
operationalizes code ambiguity, the semantic difference between agents – the tendency to associate
different labels (or stimuli) with a given stimulus (or label) – will remain unchanged because the process
of generating one to one correspondence is independent of 𝛿. We can thus manipulate semantic difference
and ambiguity independently.
[Insert Figure 2 about here]
3.3. Learning from communication experience
Even when two agents initially have heterogeneous codes without knowing the other’s code (i.e., with
private codes), they may overcome this gap by revising their codes through repeated interactions. We
capture this process through a reinforcement learning model, namely one in which beliefs are revised based
on prediction error observed conditional on past actions (Sutton & Barto, 2018), where learning happens
by reinforcing (weakening) associations that were rewarded (punished). There is strong evidence that
human learning follows such a process (Puranam et al., 2015; Sutton & Barto, 2018; Heyes, 2018). The
eponymous “reinforcement learning” algorithms (often featuring multi-layered or “deep” neural network
architectures) used extensively in modern AI applications including digital assistants, chatbots and robots
also adhere closely to this fundamental principle of learning (Li et al., 2016; Servan et al., 2017; Spike et
al., 2017). In this study, we do not aim to reproduce exactly the model architecture of a particular type of
artificial agent that communicates with humans, such as a chatbot or a robot. Instead, we capture abstract
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properties of the reinforcement learning process that underlies both human and machine learning from
feedback on actions, and study how these produce successful communication as a function of the properties
of their initial codes.
Interactions between agents are modeled as follows: in each period, one of two agents, designated
a Sender, sees the stimulus generated (at random) from E, picks the label with the highest association
strength with that stimulus, and sends that label to the Receiver. The Receiver, in turn, imputes a stimulus
based on the label, using its own code. In other words, the Receiver chooses the stimulus that has the highest
association strength with the label received. Success entails the stimulus imputed by the Receiver matching
the stimulus that the Sender had observed. For example, imagine that as Sender, Agent 1 in Figure 2
observes 𝑆2 . It will then choose 𝐿1 and send it to Agent 2 as it has the strongest association with 𝑆2 . In turn,
Agent 2, who can see neither the actual stimulus (𝑆2 ) nor Agent 1’s code (𝐶1𝑡 ), will impute 𝑆1 , which has
the strongest association with 𝐿1 in its own code ( 𝐶2𝑡 ). As a consequence, they will notice that
communication was unsuccessful (𝑆2 ≠ 𝑆1).
When communication succeeds, Sender and Receiver each get a reward of 1, otherwise zero. They
then update their codes based on the reward and swap roles for the next round. In the previous example,
agents will weaken associations that correspond to the failure (i.e., 𝐶1𝑡 [1,2] and 𝐶2𝑡 [1,1]) and become more
likely to explore other associations in the subsequent period. In particular, we assume that each agent’s 𝐶𝑘𝑡
is modified after each period by averaging rewards received (Posen & Levinthal 2012, Sutton & Barto
2018). Averaging is a particular form of reinforcement learning; in the additional analysis, we show that
our central result is robust to other reinforcement rules that incorporate behavioral regularities such as the
law of recency – for instance through Exponentiated Weighted Averaging (Appendix B).
3.4. Measures for the process of code convergence
We examine two time-varying properties of codes to explore model dynamics: similarity between codes
and ambiguity within a code. When agents can play either the Sender or Receiver role, communication
success will depend mostly on the similarity between their codes along two dimensions: picking the same
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label for a given stimulus (labelling stimuli) and finding the same stimulus for a given label (identifying
stimuli). We investigate when (and how rapidly) codes approach this state of similarity (i.e., convergence).
Conversely, a slower convergence process results in persistent communication difficulties. The speed with
which satisfactory communication levels are attained is important because the motivation to communicate
for the human agent may decline with high initial failure rates, though in our models we hold motivation
constant. For each period (i.e., interaction), we measure similarity (which lies in [0,1]) between the codes
of the agents separately for the two dimensions of the code. To calculate similarity in columns across codes,
we construct an indicator variable that takes on a value of 1 when the label with the highest association to
a given stimulus is identical across agents and zero if not and average this variable across all stimuli,
respectively. In the previous example (Figure 2), column similarity will be 0+0+1=1 because agents share
a label for 𝑆3 but not for 𝑆1 and 𝑆2 . Note that Figure 2a and Figure 2b exhibit the same degree of similarity
even though agents’ codes differ in ambiguity. We use the same approach to calculate similarity in rows
across codes (i.e., the similarity in identifying stimuli given labels).
We also measure ambiguity or rather its inverse, crispness – (which lies in [0,1]), separately for
column (labeling a stimulus) and row (identifying a stimulus) – over time. To measure crispness in
labelling, within each code, we measure the difference between the first and next strongest association and
average this across all columns in both agents’ codes. For example, in Figure 2b, the column crispness of
agent 1 will be

(1−0.7)+(1−0.9)+(1−0.5)
3

= 0.3, while that of agent 2 will be

(1−0.8)+(1−0.7)+(1−0.6)
3

= 0.3. In

contrast, the column crispness of codes in Figure 2a is 1. The greater the crispness in labelling, the more
likely a stimulus is strongly associated with one label but weakly associated with the other labels (e.g.,
Figure 2a). Crispness in the identification of stimulus is measured similarly across rows.

4. RESULTS
We examine how initial code ambiguity affects code similarity over time (i.e., code convergence). For
simplicity, we first assume that two agents are symmetric in terms of the degree of initial code ambiguity.
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We also assume that the same degree of initial ambiguity is applied for both column and row. Later, we
will relax these two assumptions (symmetry between agents and between column and row ambiguity) and
show that our key findings are robust. The model parameters are described in Table 1, and all reported
simulations involve 10,000 runs.
[Insert Table 1 about here]
Figure 3 illustrates the intertemporal pattern of code convergence for different degrees of initial
code ambiguity (𝛿). (We present the average of column and row similarity scores, which behave similarly
in these baseline models. Appendix A shows the two similarity scores separately.) First of all, our result
shows that, when two agents start with fully crisp codes (i.e., 𝛿 = 0), the learning process does not help
their codes converge. This is because repeated communication failures do not induce the exploration of
other associations required for codes to become similar. For instance, for the fully crisp codes depicted in
Figure 2a, the strength of the association between 𝑆2 and 𝐿1 in Agent 1’s code will reach 0 asymptotically
through the learning process. However, Agent 1 will continue to select that label (𝐿1 ) for that stimulus (𝑆2 )
and infer that stimulus (𝑆2 ) for that label (𝐿1 ) because this association will remain stronger than any other
cells in the respective row or column (i.e., for 𝑡 ≥ 0, 𝐶1𝑡 [1,2] > 𝐶1𝑡 [1, 𝑗] ∀𝑗 ∈ {1,3, … , 𝑚} and 𝐶1𝑡 [1,2] >
𝐶1𝑡 [𝑖, 2] ∀𝑖 ∈ {2,3, … , 𝑛}). Thus, the impact of initial code differences persists indefinitely in fully crisp
codes, and learning through interaction does not help produce code convergence.
[Insert Figure 3 about here]
However, our results show that a small to moderate degree of initial ambiguity can redress this
problem. Interestingly, while initial code ambiguity allows codes to converge in the long run, we find that
too much ambiguity hampers rapid convergence. For example, when 𝛿 = 1, agents converge faster in the
very early stage of learning, but the convergence process slows down after around 20 periods relative to the
case of 𝛿 = 0.5. Too much ambiguity results in both agents “wandering” over associations simultaneously,
which hampers the convergence process. In the previous example, Agent 1 switching from 𝑆2 → 𝐿1 to 𝑆2 →
𝐿2 does not guarantee agents to find a matched association if Agent 2 already deviated from the existing
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association (𝐿2 → 𝑆2 ). Unlike the persistent effect of fully crisp codes, this adverse effect of maximum
ambiguity is transient because agents will eventually find a match.
4.1. Mechanism: processes of unlearning and relearning
Here, we explore the mechanism behind the impact of initial code ambiguity on code convergence. In
particular, we identify two subprocesses in the code convergence process: unlearning and relearning. When
agents have different codes (i.e., unmatched associations), they first need to ‘unlearn’ their initial codes. To
be specific, they should weaken those unmatched associations to deviate from them. After that, they need
to explore other associations until they find a matched one. Once they find it, they should reinforce that
association over time, in a ‘relearning’ process. Thus, the learning process requires giving up initially strong
but non-matching associations, exploring for others, and then strengthening new matching associations
when found (Koçak & Puranam, 2021).
Processes of unlearning and relearning are easily traceable by observing levels of crispness (or its
inverse, ambiguity) in the code. Figure 4 depicts average crispness in the code for different levels of initial
ambiguity (Appendix A shows row and column crispness - which are essentially the same - separately).
This shows how initial code ambiguity shapes unlearning (shown in initial decreases in crispness) and
relearning (subsequent increases in crispness) processes. We see that the duration of the period of
unlearning varies with the degree of initial code ambiguity. For example, when 𝛿 = 0.1, agents spend
around 85 periods for unlearning while only taking about 32 periods when 𝛿 = 0.5. This is because agents
with less ambiguous codes need longer periods of unlearning to lower their prior associations before
exploring other associations to find a match with the other agent. Codes with higher initial ambiguity
naturally reach the point of highest ambiguity sooner relative to codes with lower initial ambiguity. When
agents start with fully crisp codes, their strong associations get weaker, but because they do not explore
new associations, their relearning process never starts; their unlearning process continues forever. They end
up with codes where their prior associations have weakened, nearly reaching zero, and all other associations
remain at zero.
[Insert Figure 4 about here]
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A natural alternative to ambiguity is to allow agents to engage in some exploration (i.e., choosing
labels or stimuli inconsistent with the current code) – for instance, through the imprecise perception of
stimuli or label transfer. Strengthening unchosen associations when communication has failed can also
resolve the problem. However, even in these cases, we show that ambiguous codes accelerate convergence
and has advantage over crisp codes in terms of rapid convergence (Appendix C).
The duration of the relearning process also depends on the initial levels of code ambiguity. When
Senders always pick labels with the strongest association to a given stimulus, and Receivers always pick
stimuli with the strongest association to a given label, as they do in our baseline models, they stop relearning
once their codes become similar enough to achieve matches. This level of sufficient similarity depends on
starting levels of ambiguity. With ambiguous codes, agents continue to sample different associations, thus
strengthening the similar ones and weakening the dissimilar ones. This continues until codes achieve the
lowest level of similarity and highest level of crispness that is sufficient to achieve communication success
with some reliability. Once they achieve a sufficient level of similarity of codes, they no longer have
communication failures, and therefore they stop exploring other associations. With continued sampling, the
strongest associations reach the highest level (1). The other associations are not sampled and therefore
cannot be weakened any more. Thus, levels of crispness reach a plateau, indicating the end of the relearning
process.
As Figure 4 shows, agents that start with ambiguous codes (𝛿 > 0) end up with moderately
ambiguous codes (to an extent that depends on the choice and updating rules). This may in fact be adaptive
as it will ensure that in subsequent interactions with other agents, they have the necessary level of ambiguity
to help them converge on a new shared code. Over repeated chains of interaction among agents with similar
codes, however, ambiguity should decline. This also suggests a forensic role of observed ambiguity in an
agent’s code as it tells us something about the history of interactions that involved semantic differences for
that agent.
Figure 5 extends our observation points to the complete possible parameter space of code ambiguity
(0 ≤ 𝛿 ≤ 1). Figure 5a describes the relationship between the initial code ambiguity and the similarity
9

between codes. It reconfirms our argument that ambiguity compensates for code difference in the code
convergence process. In the short run, a moderate degree of ambiguity outperforms both fully crisp and
fully ambiguous codes. In the long run, the cost of too much ambiguity decreases over time, but the cost of
fully crisp codes persists. Figure 5b illustrates the relationship between ambiguity and crispness in the code
convergence process. As we noted, agents with fully crisp codes never initiate relearning. In addition, initial
ambiguity persists even after unlearning and relearning processes. Overall, Figure 5 reassures us that our
basic results are qualitatively robust to parameter settings.
[Insert Figure 5 about here]
In additional analyses (reported in Appendices D-G), we verify that the value of ambiguity we
demonstrate also holds when the two agents in the model are no longer symmetric. We analyse cases where
only the human or the artificial agent learns (e.g., in the case of human adjusting to instructions from a
GPS), the agents learn in different ways (e.g., human demonstrates the law of recency but the artificial
agent does not in the RL process), agents start with different forms of ambiguity (e.g., humans have more
synonyms than homonyms, whereas the artificial agent may have the opposite), and only one agent suffers
ambiguity (e.g., the human starts out with an ambiguous code but the artificial agent does not). Overall,
these results suggest that our finding on the benefits of ambiguity is applicable even when the human and
artificial agent learn in some qualitatively distinct ways as modelled above.
5. DISCUSSION
Drawing a distinction between semantic difference between codes held by different individuals and
semantic ambiguity within an individual’s code, we find that within-code ambiguity can be useful for
overcoming semantic differences across agents. Thus, if we are seeding initial codes for chatbots or other
artificial interacting agents, assuming they will be learning from humans, it may be useful to endow them
with somewhat ambiguous rather than crisp codes. Artificial agents should be able to use synonyms when
they are sending messages and consider homonyms when they are receiving messages. Such imprecise
communication will be useful to overcome semantic differences. Too much ambiguity, however, can be
detrimental to convergence, so that the extent of ambiguity should be tuned to the specific application, the
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specific algorithms (e.g., whether agent’s choices entail exploration), and the costs of miscommunication.
Our results that lead to this “adaptive ambiguity” hypothesis are qualitatively distinct from prior
conclusions about “vagueness” (Franke et al., 2010; Lipman, 2009)- which refers to homonymy among
contiguous stimuli that differ in quantity but not category (such as height, weight, and number). Imprecise
perception of stimuli (Franke & Correia 2018, 2019) and stimulus generalization (O’Connor, 2014) are two
possible explanations for vagueness as an outcome. In contrast, we treat ambiguity as an input, and show
that the benefit of ambiguity for eventual code convergence exists even when there is no imprecision in
perception. Instead, the mechanism we highlight depends only on reinforcement learning dynamics which
are known to be broadly similar in both humans and artificial agents (Spike et al., 2016; Sutton & Barto,
2018; Heyes, 2018).
6. CONCLUSION
Today’s artificial conversational agents are designed as communicators that people jointly “make meaning”
with. They are often treated by people as social entities (Guzman & Lewis, 2020). It makes sense to ask
how insights from prior studies of code convergence that have focused on human agents (or artificial agents)
can be used to improve adaptive communication between human and artificial agents. Studies of human
communication find that people use ambiguous codes and rely on disambiguation, redundancy, and if
necessary, repair to achieve successful communication. While prior work has treated this as indicating
inefficiency and has established the theoretical rationale for why crisp codes are efficient for
communication, our results suggest that the efficiency of crisp codes may come at the cost of rapid
adjustment to communicating across code differences. This leads to the hypothesis that ambiguity may be
adaptive for communication given inevitable semantic differences.
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TABLES AND FIGURES
Table 1. Model parameters for the main results
Parameter

Definition

Possible values

Sampled space

m

The number of stimuli

Positive integer

10

n

The number of labels

Positive integer

10

T

Learning period

Positive integer

1 ~ 1,000

δ

The degree of code ambiguity

Real number

0~1
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Figure 1. Ambiguity and Semantic Difference as sources of communication gaps

Communication gap arises in this picture between the sender and receiver on the left due to ambiguity;
between the sender and receiver on the right due to semantic difference.
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Figure 2. Examples of ambiguous and crisp codes
(a) Fully crisp codes (δ = 0)
Agent 1

Agent 2

S1

S2

S3

S1

S2

S3

L1

0

1

0

L1

1

0

0

L2

1

0

0

L2

0

1

0

L3

0

0

1

L3

0

0

1

S1

S2

S3

(b) Ambiguous codes (δ = 0.9)
Agent 1

Agent 2

S1

S2

S3

L1

0.7

1

0.5

L1

1

0.7

0.3

L2

1

0.9

0.3

L2

0.8

1

0.6

L3

0.2

0.1

1

L3

0.4

0.2

1
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Figure 3. Increasing code similarity (convergence) w.r.t. different levels of starting code ambiguity

Note: Here, we report the average of column and row similarity scores. As we assume symmetry in the baseline
model, two similarity scores behave similarly. In Appendix A, we report row and column similarity scores
separately. As we randomize initial communication codes, the expected initial level of similarity is determined by
the dimension of communication codes. To be specific, for a given stimulus, the probability that two agents
associate it with the same label is 1/the number of labels (n); for a given label, the probability that both agents
associate it with the same stimulus is 1/the number of stimuli (m). In the models reported here, 𝑛 = 𝑚 = 10,
producing an initial similarity level of 0.1.
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Figure 4. Code crispness over time w.r.t. different levels of starting code ambiguity

Note: Here, we report the average of column and row crispness. As we assume symmetry in the baseline model, two
crispness scores behave similarly. In Appendix A, we report row and column crispness scores separately.
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Figure 5. The relationship between initial code ambiguity and achieved similarity at different time
horizons
(a) Similarity

(b) Crispness
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APPENDIX
Appendix A. Column and row similarity (and crispness) in the baseline model
Figure A1. Increasing column and row similarity w.r.t. different levels of starting code ambiguity
(a) Column similarity (labelling stimuli)

(b) Row similarity (identifying stimuli)
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Figure A2. Column and row crispness over time w.r.t. different levels of starting code ambiguity
(a) Column crispness

(b) Row crispness
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Appendix B. Impact of an updating rule
Figure A3. Exponentiated Weighted Averaging (EWA)1
(a) Similarity

(b) Crispness

1

Exponentiated recency weighted average captures law of recency with a parameter 𝜙. To be specific, the
agent updates its association as follows: 𝐶𝑘𝑡 [𝑖, 𝑗] = (1 − 𝜙)𝐶𝑘𝑡−1 [𝑖, 𝑗] + 𝜙 ∗ reward. We set 𝜙 at
0.5.
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Appendix C. Impact of a choice rule (Softmax rule)2
Figure A4. τ = 0.01
(a) Similarity

(b) Crispness

2

As an example of non-greedy search, we choose soft-max rule. To be specific, when stimulus j is given,
a probability that the agent k chooses label i is given by 𝑝𝑘,𝑖,𝑡 =

𝑒 𝐶𝑘𝑡 [𝑖,𝑗]⁄𝜏
𝐶𝑘𝑡 [𝑖,𝑥]⁄𝜏
∑𝑚
𝑥=1 𝑒

where τ > 0. τ

captures the degree of exploration (error in choice). As τ increases, choice becomes more
inconsistent with association strength. When τ → 0, choice process becomes greedy search.
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Figure A5. τ = 0.1
(a) Similarity

(b) Crispness
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Figure A6. τ = 1
(a) Similarity

(b) Crispness
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Appendix D. Impact of forgetting3
Figure A7. γ = 0.01
(a) Similarity

(b) Crispness

3

Here, we operationalize forgetting by discounting unchosen associations given stimulus for the sender
(or those given received label for the receiver) by γ%. Also, we adopt EWA updating rule with 𝜙 =
0.5 to prevent cases where discount rate exceeds adjustment rate (e.g., Bayesian updating).
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Figure A8. γ = 0.1
(a) Similarity

(b) Crispness
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Appendix E. Asymmetry in updating rules
Figure A9. Hybrid (Agent 1 follows EWRA, and Agent 2 follows Bayesian)
(a) Similarity

(b) Crispness

30

Appendix F. Asymmetry in initial ambiguity
Figure A10. Synonym only (S → L is ambiguous, but L → S is crisp)
(a) Similarity

(b) Crispness
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Figure A11. Homonym only (𝐒 → 𝐋 is crisp, but 𝐋 → 𝐒 is ambiguous)
(a) Similarity

(b) Ambiguity
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Figure A12. Agents with different ambiguity types (𝑪𝟏𝟎 has homonyms, 𝑪𝟐𝟎 has synonyms)
(a) Similarity

(b) Ambiguity
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Figure A13. Agents with different ambiguity levels (𝑪𝟏𝟎 is crisp while 𝑪𝟐𝟎 is ambiguous)
(a) Similarity

(b) Crispness
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Appendix G. Only one agent learns from communication
Figure A14. Only one agent learns from communication
(a) Similarity
Description: x-axis = ambiguity; y-axis = code similarity
Both

Types of ambiguity in learning agent’s code
Synonym only
Homonym only

Agent without learning

Both

Synonym
only

Homonym
only
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(b) Crispness
Description: x-axis = ambiguity; y-axis = crispness
Types of ambiguity in learning agent’s code
Both
Synonym only
Homonym only

Agent without learning

Both

Synonym
only

Homonym
only
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